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Abstract
Making Deferred Acceptance more efficient requires priority violations,
but which ones are justifiable? We argue that a priority can be justifi-
ably violated if the affected student either (i) directly benefits from the
improvement that caused said violation, or (ii) is unimprovable under
any assignment that Pareto-dominates DA. We construct a “just-below-
cutoffs” mechanism that always finds a justifiable DA-improvement
whenever DA’'s outcome is inefficient, and build on it to construct an al-
gorithm that expands justifiable improvements iteratively, converging
to a matching that cannot be Pareto-improved by any justifiable out-
come. Finally, we prove that both justifiability and consent frameworks
have important limitations in reaching Pareto-efficient outcomes, and
use data and simulations to quantify how binding these constraints

are in practice.
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1. TwO PATHS BEYOND DEFERRED ACCEPTANCE

A school choice mechanism must balance two often conflicting objectives: re-
specting legally defined priorities and allocating scarce school places efficiently.
The student-proposing Deferred Acceptance algorithm (DA) has become the dom-
inant benchmark because it produces the student-optimal stable matching: an
allocation that respects priorities that is not Pareto-dominated by any other stable
matching. Nonetheless, DA can generate sizeable welfare losses, so it is natural for
an Education Authority to consider alternative mechanisms that Pareto-improve
upon the DA outcome.! Any such improvement necessarily entails priority viola-
tions, but which violations are justifiable? Our contribution is to propose a new
concept of controlled priority violations called justifiable that allows us to improve
upon DA whenever its outcome is Pareto-inefficient.

To do so, we divide students with violated priorities into three categories: (1)
beneficiaries, who improve their DA placement; (2) unimprovable students, whom
no DA-improvement could help; and (3) improvable non-beneficiaries, who could
have benefited under some DA improvement but who do not under the chosen
one. In our view, the first two have no grounds for complaint: they either gained or
could never have gained. The third category is different, as such a student could
object: why was my priority overridden if I did not gain, and I could have?

This potential objection motivates our justifiability criterion: a DA improvement
is justifiable if it violates priorities only for beneficiaries and unimprovable stu-
dents, but never for improvable non-beneficiaries. The criterion is endogenous:
whether a violation is justifiable depends on what the improvement accomplishes
for the affected student relative to what was feasible, not on permissions granted

in advance.

We show that justifiable improvements always exist when DA is inefficient
(Theorem 1) and characterize a benchmark obtained by the Just-Below-Cutoffs
(JBC) mechanism. JBC identifies, for each school that rejected an improvable
student, the highest-priority improvable student below its DA cutoff. Each school

IThe Education Authority of Flanders is one such example; see Cerrone et al. (2024).
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Justifiable Priority Violations 3

points to that student’s DA school, and JBC executes the resulting cycles, so no
improvable student’s priority is violated by its trades. We call this type of justifiable
improvement strongly justifiable. Any matching satisfying this stronger notion
corresponds to executing disjoint improvement cycles. These strongly justifiable
matchings are essentially unique: if a student improves in two strongly justifiable
outcomes, she gets assigned to the same school in both. JBC selects the largest
collection of such cycles.

Despite its normative appeal, justifiability is generally incompatible with full
Pareto-efficiency (Proposition 1): achieving full efficiency may require violating
improvable non-beneficiaries’ priorities, precisely the violations our criterion
excludes. To achieve constrained efficiency while preserving justifiability, we con-
struct a polynomial-time algorithm, SJBC+, that builds on JBC via a sequential ex-
pansion, and which produces a justifiable matching that is not Pareto dominated
by any other justifiable outcome.

At a high level, SJBC+ starts from JBC and its beneficiary set. It then enlarges
the set of admissible trades by allowing priority violations not only against unim-
provable students, but also against students who have already benefited. At each
iteration, it preserves all existing beneficiaries while finding a matching that max-
imizes the number of students receiving a better-than-DA assignment. Newly
benefited students then enlarge the set of priorities that may be justifiably re-
laxed in the next iteration. Once this beneficiary set stops expanding, the “+” step
searches for further Pareto improvements among the final beneficiaries. The result-
ing outcome is justifiable and cannot be Pareto-dominated by another justifiable
matching (Theorem 2). Each expansion step is a standard assignment problem on

an augmented bipartite graph, so SJBC+ is polynomial-time computable.

Justifiability differs fundamentally from the dominant alternative for controlled
priority violations: school choice with ex-ante consent. In that approach, the
mechanism designer asks students in advance if their priority could be overridden
in case doing so benefits others at no cost for themselves. The set of consenting
students is fed into a consent-based mechanism, such as Efficiency-Adjusted DA
(EADA), which always returns a DA improvement that respects the priorities of
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4

non-consenting students. We show that justifiability allows for improvements
unattainable by EADA under any consent set, just as EADA’s outcomes need not
be justifiable (Theorem 3; our simulations in Section 6 show that this occurs
very frequently). While a number of other weaker stability notions also allow
for controlled priority violations, such as legality and priority-neutrality, they
converge to EADA with full consent as the student-optimal matching within these
restrictions; thus, justifiability departs from these normative frameworks too.

More importantly, despite EADA’s full efficiency guarantee when all students
consent, we show that EADA and any other consent-based mechanism also faces
important limitations when only a fraction of students consent. In particular,
any consent-based mechanism that incentivizes consent (i.e. does not give a
worse placement to any student who consents) and is constrained efficient (i.e.
its outcome is not Pareto-dominated by another matching which respects the
priorities of non-consenting students), fails to be efficient-whenever-possible:
there are Pareto-efficient matchings that respect the priorities of non-consenters,
yet the mechanism (designed to address DA’s Pareto-inefficiency) returns itself
a Pareto-inefficient allocation (Theorem 4). Taken together, our results show the
complexity of guaranteeing full efficiency when improving upon DA on either the

justifiability or the consent-based frameworks.

To understand how frequently our theoretical results bite, we use simulations
and administrative data from 64,893 Chilean students to compare SJBC+ with
EADA under full and empirically observed consent (under the assumption of truth-
ful preference revelation). The results reveal a clear welfare/priority-protection
tradeoff. SJBC+ generates substantial welfare gains while restricting all priority
violations to the justifiable class. EADA under partial consent protects priorities
more strongly but improves fewer students, while full-consent EADA provides
a useful welfare benchmark at the cost of priority violations that need not be

justifiable.

In summary, our paper proposes a new normative notion that allows for de-
fensible priority violations for Education Authorities that would like to obtain
a matching that respects most priorities but that allows for controlled priority
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Justifiable Priority Violations 5

violations in order to reach more efficient outcomes. Our results show the limits
of this framework with regard to how much efficiency it can recover in theory and
in practice. Importantly, the concept of justifiability allows for improvements that
cannot be obtained by existing approaches, and thus provides a new direction for
the school choice literature.

Outline. Section 2 discusses the literature. Section 3 introduces the model. Sec-
tion 4 develops the theoretical results on justifiable DA improvements. Section 5
discusses the relationship between justifiability and school choice with consent.
Section 6 analyzes the performance of our proposed algorithm using simulations
and real-life school choice data. Section 7 discusses incentive properties. Section
8 concludes.

2. LITERATURE

The student-proposing Deferred Acceptance mechanism is often Pareto-inefficient
for students (Abdulkadiroglu and Sénmez, 2003), yet any Pareto improvement
over it must necessarily violate some student’s priority. This tension has motivated
alarge literature on which priority violations are acceptable when improving upon
DA.

A striking feature of this literature is that several conceptually different nor-
mative frameworks end up coinciding on the same foundational adjustment,
Efficiency-Adjusted Deferred Acceptance (EADA; Kesten, 2010). Kesten’s original
justification is ex-ante consent: a priority violation is acceptable when the affected
student agrees in advance to waive her priority. Reny (2022) proposes priority neu-
trality, requiring (roughly) that a displaced student can only lose priority when the
violation is in a precise sense unavoidable for helping others; in that framework,
EADA delivers the unique student-optimal priority-efficient outcome. Ehlers and
Morrill (2020) propose legality, a set-valued stability concept in which blocking
is admissible only if the student can be assigned to the blocking school in some
assignment under consideration. They show there is a unique student-optimal
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6

legal assignment which coincides with EADA’s outcome.? Our notion of justifiabil-
ity departs from this literature: it yields justifiable matchings that lie outside the
range of EADA under any consent structure, and thus need not be priority-neutral
nor legal.

Our mechanisms build on the improvement-cycle tradition, but target a dif-
ferent constraint. The Just-Below Cutoffs (JBC) algorithm is related to the Top
Priority algorithm (Dur et al., 2019), which iteratively resolves improvement cycles
while allowing violations against any student who consents ex-ante; in contrast,
JBC uses a single-step construction that violates only unimprovable students’
priorities. JBC is also closely related to stable improvement cycles (Erdil and Ergin,
2008), which address inefficiency driven by arbitrary tie-breaking under weak
priorities: starting from a stable outcome under a fixed tie-break, they implement
Pareto-improving cycle exchanges that remain stable with respect to the underly-
ing weak priorities. JBC targets a different source of inefficiency: it improves upon
DA even under strict priorities, but only by violating the priorities of unimprovable

students.

Several other strands are complementary to ours. Kitahara and Okumura (2021)
analyze how to improve upon DA under partial priority structures. Other work
studies when DA can be improved while preserving strategy-proofness (Kesten
and Kurino, 2019), and develops refinements based on consistency requirements
(Dogan and Yenmez, 2020). Recent work also shows that DA produces an ineffi-
cient matching with high probability, and that almost all students are improvable
(Ortega et al., 2026a), and documents limitations that no Pareto improvement over
DA can overcome (Ortega et al., 2026b). These theoretical results, together with
the rural-hospital property satisfied by every matching that Pareto-dominates
DA (Alva and Manjunath, 2019), help to explain EADA’s empirical performance in
counterfactuals using real-life data (Ortega and Klein, 2023). A complementary

literature examines how to improve upon DA while minimizing the number of

2EADA’s properties have been extensively studied; see Bando (2014), Tang and Yu (2014), Dur et al.
(2019), Troyan et al. (2020), Troyan and Morrill (2020), Tang and Zhang (2021), Chen and Méller (2023),
Shirakawa (2025).

10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32



10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

Justifiable Priority Violations 7

blocking pairs or triplets generated (Dogan and Ehlers, 2021, Kwon and Shorrer,
2020, Afacan etal., 2025). Finally, our work is also related to Decerfet al. (2024), who
study incontestable assignments that can be defended against appeals; however,

in their framework every improvement upon DA is incontestable.

3. MODEL

A many-to-one school choice problem P consists of two finite sets of students /
and schools S. Each student i has a strict preference >; over S U {s;}, where s
denotes being unassigned. Each school s has quota ¢s € N and a strict priority
order > over students (except for sy, with g5, = 00).3

A matching p assigns each student to one school, i : I — S U {sy}, such that
1~ 1(s)| < g5 for all s € S. A matching y is non-wasteful if, whenever a school
s € S has an empty seat under p, no student strictly prefers s to her assignment.
Throughout the paper, we restrict attention to non-wasteful matchings.

Let 1k;(s) € {1,...,|S| + 1} be the rank of school s under ~; (lower is better),
and let rk,(7) be the priority rank of student i at school s (lower is better priority).
The matching i weakly Pareto-dominates v if rk;(u;) < rk;(1;) for all i; it Pareto-
dominates v if it weakly Pareto-dominates v and the inequality is strict for some .
A matching is Pareto-efficient if it is not Pareto-dominated by any other matching.

We say student j violates student i’s priority under p if there exists a school s € S
such that (i) ;= s, (ii) ¢ prefers s to z;, and (iii) rk,(7) < rks(j). A matching is stable

if it does not violate the priority of any student.

Deferred Acceptance and its Envy Digraph. A mechanism maps a problem P to
a matching. The student-proposing Deferred Acceptance (DA) is a well-known
example.? Let DA(P) denote the matching produced by Deferred Acceptance in
problem P, and let DA;(P) denote student ¢’s assignment under DA(P).

The envy digraph GP(") has vertex set I and a directed edge i — j if student i
prefers DA;(P) to DA;(P). A cycle is a sequence (i1, ..., %) of distinct students with

3While our examples use unit capacities for clarity, all of our results hold for arbitrary quotas.

“We postpone its well-known description to Online Appendix 1.
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8

edges iy — iy for¢=1,... k—1andi; — i;. A cycle packing I1 is a collection of
disjoint cycles in GPA(P), Let V(II) C I be the set of students covered by cycles in
II.Forjel,let N~(j):={heI: h—jin GP")} denote the in-neighborhood of
j in the envy digraph, i.e. the students who envy j in DA. It is well-known that
every cycle packing in GPA(Y)

matching that Pareto dominates DA(P) (e.g. Dur et al., 2019).

corresponds to a sequence of trades that lead to a

Improvable students. Given a problem P, let M(P) denote the set of matchings
that weakly Pareto-dominate DA(P). A student i € I is unimprovable if ;;; = DA;(P)
for every u € M(P). Let U(P) denote the set of unimprovable students, and let
Z(P):=1\U(P)denote the set of improvable students.

The well-known observation below provides a useful connection between im-

provability and the structure of the DA envy digraph.

LEMMA 1 (Tang and Yu (2014), Dur et al. (2019)). The following statements are
equivalent:

1. A student is improvable.

2. The corresponding node lies on a cycle in the DA envy digraph GP*("),

Justifiability 'We now formalize which priority violations can be justified when
implementing efficiency improvements over DA(P). The idea behind justifiability
is that, while any Pareto improvement over DA(P) must violate some priorities, not
all violations are equally defensible. We distinguish between violations affecting
students who can never benefit from any improvement (unimprovable students)
and those affecting students who benefit from the improvement itself.

For any matching ¢ € M(P), define the set of students who benefit from p
relative to DA.®

DEFINITION 1. Given u € M(P), the set of beneficiaries is

B(N) = {’L el: rki(ui) < I'kl‘(DAZ'(P))}.

®For simplicity, we use the notation B() instead of the more cumbersome B(y, P).
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Justifiable Priority Violations 9

Unimprovable students are unaffected by the choice of efficiency improvement:

regardless of which Pareto improvement is selected, they remain assigned to their
DA school. By contrast, improvable non-beneficiaries are students who could
benefit under some Pareto improvement but do not benefit under the particular

improvement .

We now introduce justifiability, our main conceptual contribution: a restriction
on which priority violations can be justified when improving upon DA.

DEFINITION 2. Given i € M(P), a priority violation against student i under . is
justifiable if

ieU(P) U B(p).

A priority violation against an improvable non-beneficiary is unjustifiable.

The criterion is endogenous: whether a violation is justifiable depends on what
the improvement accomplishes for the affected student, not on permissions

granted in advance.

DEFINITION 3. A matching u € M(P) is justifiable if every priority violation in . is
justifiable.

The normative principle in our justifiability definition is that, if a student can be
compensated for their priority violation, they should receive such compensation
in the form of a better-than-DA placement, subject to the restriction of everyone
keeping a placement as good as their DA allocation. Since this is impossible for
unimprovable students, we think that the violation of their priorities is defensible
on normative grounds. We remark that unimprovable students are the first to be
removed in EADA, which is consistent with our view that, if any priorities are to be
overridden, theirs should be the first. Moreover, while every problem contains at
least one unimprovable student, in large random markets they constitute only a

small fraction of the student population (Ortega et al., 2026a).

Improvable beneficiaries are compensated for any potential priority violations.

Our criterion is deliberately permissible regarding the size of the improvement
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10

needed to be for a priority violation to be tolerated. But what in our view cannot
be normatively be defended is that a priority violation is uncompensated when
such compensation is possible, as that would create the potential complaint:
why was my priority overridden while choosing an improvement that gives me
nothing, when another improvement could have benefited me? Our criterion rules
out precisely this combination of a priority violation and exclusion from feasible
gains. It does not require every improvable student to benefit, since different
students’ improvement opportunities may conflict. Instead, it requires that the
priorities of those left at their DA assignments remain protected whenever they

are improvable.

(P) records who envies whose as-

Labelled Envy Digraph. The envy digraph GP*
signment under DA(P) and tells us which improvements can occur. To analyze
the priority violations that such exchanges would generate, we enrich GP*(*) with
labels. To each edge i — j we associate the set of improvable students who desire
school DA;(P) (i.e., point to j in GPA(")) and whose priority at DA;(P) would be

violated if ¢ were assigned to DA;(P):

l(i—j)={heZ(P)NN"(j): rkDAj(P)(h) < rkDAj(P)(i)}-

(i — j). We remark that the labels
tell us the priorities that an exchange would violate fixing the allocation for every

For a cycle packing II, define I(II) := U, jyen
other student to be DA, without verifying the actual cycle implemented: LN j tell
us that an improvement cycle where : takes j’s place would potentially violate k’s
priority, without verifying whether £’s priority is actually violated in the actual
matching generated by the exchange (which may not occur if % is assigned to a

school she prefers over DA;(P)).

We now connect justifiability to the labelled DA envy digraph. Recall that a cycle

packing II consists of disjoint cycles in GPA(Y)

and induces a Pareto improvement
over DA(P) by assigning each student in a cycle the DA school of her successor.

The set [(II) collects the improvable students whose priorities may be violated
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Justifiable Priority Violations 11

by executing the trades in II. This allows us to express justifiability as a simple
condition on labels.

LEMMA 2. Fix a problem P and a cycle packing 11 with induced matching ;i''. The
matching u'' € M(P) is justifiable if and only if:

(I1) € B(u™).

PROOF. Suppose first that ;!! is justifiable, and let 2 € [(I). Then h € [(i — ) for
some edge i« — j in II. Thus h is improvable, prefers DA;(P) to DA,(P), and has
higher priority at DA;(P) than . If h ¢ B(u'), then h does not belong to any cycle in
I, so 41} = DAy, (P). Hence assigning i to DA;( P) creates a priority violation against h
under £, Since h is improvable and not a beneficiary, this violation is unjustifiable,
contradicting that p'! is justifiable. Therefore h € B(p!"), and so I(I1) C B(u'").

Conversely, suppose that [(IT) C B(u'"). Consider p!! against some student h at a
school DA (P) assigned to student i via an edge « — j in IL. If h € U(P) the violation
is justifiable by definition, so suppose h € Z(P). Then h prefers DA;(P) to u}l, and
has higher priority at DA;(P) than i. Since p!! Pareto-dominates DA(P), we have
(3 =5, DA, (P), so in particular h prefers DA;(P) to DA,(P). Thus h € I(i — j) C I(I).
By assumption, h € B(u!"). Hence every priority violation under p'! is justifiable,
and therefore 1! is justifiable.

O

In particular, note that a matching x'" is justifiable if the following local con-
dition on edges holds: [(IT) = (). In such case, we will say that the corresponding
matching is strongly justifiable. Strong justification is deliberately conservative:
it rules out every potential DA-relative priority violation against an improvable
student, even when that student would be compensated elsewhere in the im-
plemented cycle packing. It is also useful for a technical reason. To verify that a
matching is justifiable, one must verify each label in a cycle against every node
who is part of the cycle packing. On the other hand, this is much easier in a strongly
justifiable matching: we only need to check that each label in a cycle is ), and thus
the justifiability property can be verified locally rather than globally.
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4. RESULTS
4.1 Existence and Structure

We first show that our notion of justifiability is not vacuous, and gives us at least
one Pareto-improvement over DA whenever DA’s matching is inefficient. To do so,
we describe a simple mechanism that constructs such an improvement using the

set of schools who reject at least one improvable student.

We will use the following notation. Let S*(P) C S denote the set of schools that
reject at least one improvable student during the execution of DA. For each school
s € S*(P), the cutoff student at s, denoted by i(s), is the lowest-priority student
assigned to s in DA. Similarly, for each s € S*(P), the below cutoff set of s is

A(s)={i€Z(P): s>=;DAj(P)and i(s)>si},

i.e., the improvable students who prefer s to their DA assignment but have lower
priority at s than the cutoff. Note that, since s € S*(P), the set A(s) is non-empty.
Thus, for any school s € S*(P), we can find the just below cutoff student at s,
denoted %, which is the highest-priority student in A(s) according to .

The Just-Below Cutoffs (JBC) mechanism.

1. Construct a directed graph on S*(P) by adding, for each s € S*(P), a directed
edge s — DA;x(P) (recall ¢} is the just below cutoff student).

2. Since every node has out-degree exactly one, the digraph contains at least
one cycle. For every such cycle (s; — sy — -+ — s — s1), execute the cor-
responding trades simultaneously: each student i5, moves from s, ; to s,

(indices mod k).

We use JBC(P) to denote the matching produced by JBC. We show below that
JBC always produces a strongly justifiable improvement whenever DA is Pareto-
inefficient.
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Justifiable Priority Violations 13

THEOREM 1. Every problem with an inefficient DA outcome admits a strongly
justifiable improvement.

Moreover, the set of strongly justifiable matchings coincides with the set of match-

ings obtained by executing subsets of the disjoint cycles found by JBC.

We provide only a proof sketch here and postpone the full proof to Appendix A.
The idea is as follows: every over-demanded school has a unique highest priority
student who desires it that sits just below the cutoff, because priorities are strict.
In JBC, the graph construction is such that each such school has out-degree one,
and by finiteness of the graph, a cycle must exist. Moreover, the edges in this cycle
have empty labels because each entrant is the highest-priority improvable student
below the relevant cutoff. On the other hand, if there was a strongly justifiable
matching that did not correspond to a selection of the JBC disjoint cycles, that
would mean that some school admits another student other than its just-below-
cutoff student. Because that student has worse priority than the just-below-cutoff
student, the corresponding edge would have a non-empty label, contradicting
strong justifiability. So in every strongly justifiable matching, if a school can admit
a new student, it can only admit the same student in every strongly justifiable
improvement. Once that student moves, the seat she leaves must also be filled;
repeating the same argument forces the completion of the corresponding JBC
cycle.

A direct implication of Theorem 1 is that every strongly justifiable matching is
obtained by executing a subset of the disjoint cycles found by JBC. Because these
cycles do not share any school, one strongly justifiable matching Pareto-dominates
another if and only if it executes a superset of the latter’s cycles. Thus the set of
strongly justifiable matchings forms a lattice under the Pareto-dominance order,
with JBC as the unique maximal element and DA(P) as the minimal element.

We now illustrate how JBC operates in Example 1.
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ExAMPLE 1 (Problem (above) and labelled envy digraph (below)).

S T 7:7\51 s9

11 S3 S4 S5 S St
S6 S1 S6 S5 S3 S4 S84 il ’i2 ’i3 ’i4 ’i5 ’iﬁ

S4 82 83 S4 S¢ Se6 S7 i5 ’il ’i5 ’i7 i4 ig

S9 S4 iQ il il il i5

s3 s1 i6 i

S5 S5 i5

S1

For each school s € S*(P), JBC identifies the highest-priority student i} who
prefers s to her DA assignment. This defines the directed school graph in Figure 1.
The unique cycle (s; — s5 — s4 — s1) yields the student exchange

FIGURE 1. School graph induced by JBC in Example 1. Thick edges form the JBC cycle.

Example 1 illustrates that JBC selects a strongly justifiable improvement but the
resulting matching need not be Pareto-efficient. At the same time, justifiability
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Justifiable Priority Violations 15

TABLE 1. Cycle Packings in Example 1

Cycle Packing SJjz2 J?2 PE?
(i1 KA io 5 i1) No No No
(i1 425 —>zl) No No No
(i4 —> is 0 24) No No No
(i1 "85 g B z‘4 LA i5 LA i1) No No Yes
(i3 LN 16 My 14 —> 15 —> i3) No No No
(11 g iy g 15 ﬂ zl) Yes Yes No
(11 323—”6#@4 15 2>z1) No Yes No
(1% B, (i3 D ig B i Bis Big)y No Yes Yes

SJ: strongly justifiable; J: justifiable; PE: Pareto-efficient.

allows for further efficiency gains once we allow for edges that are not necessarily
empty-labelled (Table 1).® In particular, in Example 1 we can find a cycle packing
that is both justifiable and Pareto-efficient. However, this fortunate coincidence
does not hold in general, as we show below.

PROPOSITION 1. There exists a problem P that admits no matching that is both
justifiable and Pareto-efficient.

PRrROOF. Consider the school choice problem in the Example 2 below, with six
students and six schools with unit capacity. The DA outcome assigns each student

to the school shown in bold.

Sustifiability does not require preserving every JBC beneficiary; see Example 4 in Online Appendix 4.

Moreover, the set of justifiable matchings need not form a lattice. In Example 1, the JBC outcome and
the justifiable Pareto-efficient matching displayed in Table 1 have no common Pareto upper bound:
any such upper bound would have to weakly Pareto-dominate the Pareto-efficient matching and hence
coincide with it, but that matching does not weakly Pareto-dominate the JBC outcome. Hence this pair
has no join. Our main algorithm builds on JBC by deliberately preserving its beneficiaries during the
expansion phase.
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ExXAMPLE 2 (Preferences and priorities (above); envy digraph (below)).

i1 1o 13 14 15 i(j‘S] So S3 S4 S5 Sg

S5 S¢ S1 Sz S84 S2 |t1 12 - 4 i5 ig
S4 S1 S2 84 85 84|13 U4 - U3 i1 12
s1 S2 g Se | i2 13 - 01

S3 Z.5

Step 1 [Only justified improvement]. The labelled DA envy digraph contains ex-
actly four cycles, and all four contain student i3. Hence no two cycles are disjoint,
so the only non-empty cycle packings are the singleton packings generated by
these four cycles. Among them, the only cycle whose traded edges are justifiable is

(i1 %y By L.

Indeed, each traded edge on this cycle has empty label, so executing it violates no
improvable student’s priority, and therefore the induced improvement is (strongly)

justifiable.

By contrast, each of the other three cycles contains at least one traded edge whose
label includes an improvable student who is not a beneficiary of that cycle, and
thus fails justifiability:

* The cycle (i9 ﬂ 6 &I i2) is not justifiable because the edge i — i has label
{i4}, so executing the cycle violates the priority of i4, who is not improved by
that cycle.
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Justifiable Priority Violations 17

* The cycle (iy —®> 6 A, 14 ﬂ) i2) is not justifiable because the edge i¢ — i4 has
label {i;}, so it violates the priority of i1, who is not improved by that cycle.

* The cycle (i9 KA 1 A is 30 iy 9 i2) is not justifiable because the edge i5 — i4
has label {i;,ig}, so executing the cycle violates the priority of ig, who is not

improved by that cycle.

Consequently, the unique justifiable Pareto improvement over DA(P) in Example 2
is the one induced by the 3-cycle above; denote the resulting matching by ;..

Step 2 [The justifiable improvement is not efficient]. We claim that ;” is not
Pareto-efficient. After executing the 3-cycle, students i; and i5 both strictly prefer
to exchange their assigned schools (as is immediate from the preferences in Exam-
ple 2), so there exists a further Pareto improvement over .’ that assigns i1 to p” (i5)
and i5 to ;”(i1), leaving all other students unchanged. However, any matching
that implements this exchange violates the priority of student ig at school s4 (the
school assigned to i5 after the exchange), and i is an improvable non-beneficiary
of the exchange. Hence this further improvement cannot be justifiable.

Since 7 is the unique justifiable improvement over DA(P) in Example 2, and p”/
is not Pareto-efficient, it follows that Example 2 admits no matching that is both
justifiable and Pareto-efficient. O

Proposition 1 shows that justifiability and full Pareto-efficiency are generally
incompatible. When restricted to justifiable improvements, therefore, we must
settle for constrained-efficiency. In the next subsection, we introduce a JBC-related
algorithm, SJBC+, that always returns a justifiable matching that satisfies one such

notion.

4.2 The Sequential Just Below Cutoffs Algorithm

JBC allows only empty-labelled edges. But justifiability allows more than this:
a priority violation against an improvable student is permitted whenever that
student benefits from the realized improvement. This opens the door to a richer
class of improvements, that we will obtain via a sequential implementation of JBC.
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First, we represent the problem as a bipartite graph H', where each improvable
student appears once on each side: we denote these nodes by i’ (left) and i
(right).

For each edge i — j in GP*() with i, j € Z(P) and I(i — j) C B, we add an edge
from " (left) to j7 (right). We also add a self-loop i* — i for every improvable
student, representing remaining at the DA assignment. A perfect matching in H*
then corresponds to a cycle packing: matched pairs i — j with i # j form trading
cycles, while self-loops represent students who keep their DA assignment. We
aim to find a perfect matching that maximizes the number of non-loop edges,
subject to the constraint that every current beneficiary in B’ remains assigned
through a non-loop edge. The previous iteration’s perfect matching satisfies this
constraint and remains feasible because the admissible edge set expands as B!
grows. Equivalently, assign weight one to each admissible non-loop edge and
weight zero to each self-loop, and compute a maximum-weight perfect matching
after forbidding the self-loops of students in B*.”

Our proposed algorithm iterates this perfect-matching step in the augmented
graph H*.
The Sequential Just Below Cutoffs (SJBC+) algorithm.

1. Set ° = JBC(P) and B! = B(1.°).
Let M" be the perfect matching induced by the cycles executed by JBC(P):
if student i receives the DA assignment of student j, include the edge i* — j%;

if student i does not participate in a JBC cycle, include the self-loop i’ — i%.

2. Foreacht=1,2,..., given B!, build the augmented bipartite graph H' whose
left and right vertex sets are both copies of Z(P). Add every non-loop edge

i — j in GPMP) satisfying (i — j) C BY, and add every self-loop i — i.
Starting from the perfect matching induced by the previous iteration, com-
pute a perfect matching M! of H! that maximizes the number of non-loop

This is a standard assignment problem, equivalently a minimum-cost perfect matching problem in
a bipartite graph, and is solvable in polynomial time.
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Justifiable Priority Violations 19

edges, subject to the constraint that no student in B! is assigned to her self-
loop.8 This problem is feasible because the perfect matching from the previ-
ous iteration remains feasible when the admissible set expands.

Let 1 be the matching induced by M?, and set

Bt+1 — B(,ut).

If B! = B, stop the expansion phase and let ,* = p!. Otherwise continue
to iteration ¢ + 1.

3. Starting from p*, run the refinement phase restricted to the beneficiary set
B* = B(u*). At each refinement iteration, call an edge i — j, with i, j € B*,
in the envy digraph at the current matching admissible if every improvable
student i # j who prefers the school currently assigned to j to DA, (P) and
has higher priority than i at that school belongs to B*. Repeatedly find any
directed cycle in B* consisting only of admissible edges and execute it. Con-

tinue until no such cycle remains.

4. Output the final matching u™.

We call any matching produced by this procedure an SJBC+ outcome.? SJBC+
canyield different final matchings because different maximizing perfect match-
ings may be selected in the expansion phase, and also because the plus step may
close different cycles. We illustrate the execution of SJBC+ on Example 1 (for a
graphical version see Figure 2). Step 1 yields the JBC cycle (i, A 14 9 i5 A i1) and
B = {iy,i4,i5}, with self-loops on iz, i3 and i¢. In the bipartite graph, we find this
improvement by following il — iff — i} — ilt — L — if L.

At t = 1, the newly added edges with labels contained in B! are: i, 1, 13, 11 i 15,
i9 4 41, and i6 N i4. An alternating cycle in the augmented graph H’, which alter-
nates between edges not in the current perfect matching and edges in the current

8This constraint is crucial. Otherwise, we can find larger improvements, but they need not be
justifiable because they may not benefit some current beneficiaries, yet they may violate their priorities.

9See Online Appendix 3 for an example showing why the refinement step is necessary.
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perfect matching, starts from the self-loop of i5, namely at i}, and first traverses
the newly admissible edge to if*. The alternating cycle proceeds as follows:

. i — It (unmatched, newly available),

—

2. if* — il (matched),

3. it — iff (unmatched),

4. ift — i& (matched, self-loop),

5. i — i (unmatched),

6. il — ik (matched, self-loop),

7. ik — ilt (unmatched, newly available),
8. iff — il (matched),

9. i — ¥ (unmatched),

10. it — ik (matched, self-loop).

The alternating cycle returns to il', where it started. Flipping along this alternating
cycle yields the following cycle packing:

(i1 %0 8 0), (i3 Big B ig Bis Body)

covering all six improvable students. Thus B* = {iy,i9,13,14, 75,6}, the unique
justifiable and Pareto-efficient matching from Table 1.

Any SJBC+ outcome satisfies several important desiderata.

THEOREM 2. IfDA(P) is inefficient, any SJBC+ outcome u™ :

1. Pareto-dominates DA(P);

2. is justifiable;
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Justifiable Priority Violations 21

(a) Initial (b) JBC + augmenting path (c) SJBC+
Out In Out In Out In

FIGURE 2. Expansion phase in Example 1. Panel (a): after JBC, the JBC cycle (solid blue)
covers i1, i4, i5; Temaining students are on self-loops (dotted). Panel (b): an alternating
cycle (dashed orange) reroutes through the existing perfect matching, incorporating i, is,
i¢. Panel (c): after flipping, all six students are on non-trivial cycles (red).

3. is not Pareto-dominated by any justifiable matching;
4. satisfies B(JBC(P)) C B(u™)

Furthermore, any SJBC+ outcome can be computed in time polynomial in |I| and
|S].

We postpone the full proof to Appendix B, but it is clear that the outcome Pareto
dominates DA because it executes trades suggested by the envy digraph. It is also
clear that the outcome is justifiable, as every edge that we add only violates priori-
ties of unimprovable students or beneficiaries from previous iterations, and the
set of beneficiaries weakly grows setwise at every step. For constrained efficiency,
the argument has two parts. Any justifiable Pareto dominator would yield either
an admissible cycle among the final beneficiaries, contradicting termination of

refinement, or a feasible matching in the terminal expansion graph with more

10

11

12

13

14

16

17

18

19

20

21



10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

22

beneficiaries, contradicting maximality of the expansion step. The set of beneficia-
ries includes all JBC beneficiaries because JBC is our starting point, at every step
weakly increases this set, preserving all members. Finally, each expansion step is
a standard assignment problem, and the number of expansion and refinement
steps is polynomially bounded.

Before describing SJBC+ performance in simulations, we address two questions.
First, how our justifiability framework is inherently different from existing ap-
proaches. Second, how consent-based mechanisms also face limitations in their
ability to restore efficiency if consent is not self-harming.

5. EADA AND EX-ANTE CONSENT

So far, we have treated consent as an endogenous constraint: whether a priority
violation is permissible depends on who ultimately benefits in the realized im-
provement. An alternative perspective treats consent as an ex-ante input rather
than an ex-post justification. Under this view, a subset of students agrees in ad-
vance to waive priority, and the designer is asked to improve upon the DA outcome
while continuing to respect the priorities of all non-consenting students.

We can formalize this perspective through the notion of a consent-based mech-
anism. A consent-based mechanism takes as input a school choice problem P
and a consent set W C [, interpreted as the set of students whose priorities may
be violated, and returns a matching that respects the priorities of 7 \ W, i.e. there
donotexisti € I\ W, j € I, and s € S such that (i) ¢ prefers s to y;, (ii) ; = s, and
(iii) rks(7) < rks(j)-

The celebrated Efficiency-Adjusted Deferred Acceptance mechanism (EADA;
Kesten, 2010) is the leading example of a consent-based mechanism. For a consent
set W C I, let EADA(P, W) denote the matching produced by EADA when the set
of consenting students is W; we write EADA;(P, W) for student i’s assignment
under EADA(P,W).!0 It is easy to see that, when only a subset of unimprovable

19EADA with full consent can be implemented by running DA, finding every school who did not
reject any student, settling their matching and removing them, and running DA again; iterating this
process until all schools are removed. A formal description appears in Online Appendix 1.
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students consent, EADA generates a justifiable matching, since by design EADA
only violates priorities of consenting students. This observation may lead the
reader to conclude that our justifiability framework may be strongly linked to
EADA’s outcomes. This is not so, as Theorem 3 shows.

THEOREM 3. There exists a problem P such that EADA(P, I) is not justifiable, and
the unique justifiable and Pareto-efficient matching is not equal to EADA(P, W) for
anyW C 1.

PROOF. [Part 1] In Example 1, the EADA outcome under full consent implements
the following trades

(i1 286 iy Bis By

Note that the priority of i3 is violated but she is an improvable student who does
not benefit from this exchange. Thus, the resulting matching is not justifiable.

[Part 2] For the same example, in Appendix C we consider all possible last inter-
rupters during EADA’s execution, and construct a consent tree that shows each
possible outcome. The unique justifiable and Pareto-efficient matching is never
produced. O

Figure 3 below presents the improvement executed by EADA with full consent,

as well as the unique justifiable and Pareto-efficient matching in Example 1.1

An immediate consequence of Theorem 3, together with the fact that under full
consent EADA selects the unique student-optimal priority-efficient assignment

and the unique student-optimal legal assignment, is that justifiability is also at
2

'1n this example, the unique justifiable and Pareto-efficient matching improves more students
and generates fewer blocking pairs than EADA with full consent; this double-dominance of the EADA
outcome is explored by Knipe and Ortega (2026).

12A matching y is priority neutral if no matching v can make any student whose priority is violated
by u better off unless v violates the priority of some student who is made worse off (Reny, 2022). A
matching v blocks p if there exists a student who prefers her assignment under v to her assignment
under p and who could be admitted to that school ahead of at least one student assigned there under
u. A set L of matchings is legal if (i) every matching outside L is blocked by some matching in L, and
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FIGURE 3. EADA with full consent (left) and the justifiable and efficient matching (right) in
Example 1.

COROLLARY 1. The student-optimal priority-efficient assignment and the student-
optimal legal assignment need not be justifiable. Conversely, there exists a problem
P with a unique Pareto-efficient and justifiable matching u. that is neither legal nor
priority-neutral (and hence not priority-efficient).

A similar statement can be made regarding essential stability, a weakening of
stability that is always satisfied by EADA with full consent (Troyan et al., 2020).13 It
is a direct implication of Theorem 3 and the aforementioned property that essen-
tially stable matchings need not be justifiable. One can straightforwardly verify
(as we do in Online Appendix 5) that the unique justifiable and Pareto-efficient
matching in Example 1 admits a non-vacuous reassignment chain, showing that
a justifiable and Pareto-efficient improvement upon DA need not be essentially
stable either.

5.1 The Limitations of Ex-Ante Consent

When all students consent, EADA is an excellent mechanism. While its outcome
need not be justifiable, EADA achieves Pareto-efficiency and every priority viola-

tion in consented ex-ante. We think it is fair to say that, under the premise that

(ii) no matching in L blocks another matching in L. Ehlers and Morrill (2020) show that the legal set is
unique and contains a student-optimal element.

A matching is essentially stable if any priority-based claim initiates a chain of reassignments that
results in the initial claimant losing the object.
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Justifiable Priority Violations 25

every student consents, the literature has reached a consensus that EADA is a
convincing way to avoid DA’s inefficiency on a very appealing normative basis.
We will show next that such a strong conclusion may not extend when not every
student consent, since EADA need not select a Pareto efficient outcome even
when there is one available that violates only the consented priorities. We will
show that this is not a limitation inherent of EADA, but one that extends to every

consent-based mechanism.

To do so, we articulate three properties that one might reasonably want from
a consent-based mechanism. First and foremost, consent should not be self-

harming.

DEFINITION 4. A consent-based mechanism M incentivizes consent if for all P, all
WClI,andallicl,

Said differently, every student should be weakly incentivized to consent to waive
her priorities. Second, given a fixed consent set, the mechanism should not leave
obvious efficiency gains unexploited.

DEFINITION 5. A consent-based mechanism M is constrained efficient if for all P
and W C I, there is no matching ;. such that

1. u respects the priorities of I \ W, and

2. p Pareto-dominates M (P, W).

EADA satisfies both incentivized consent and constrained efficiency, and these
guarantees are central to its appeal to both academics and policymakers.* Yet,
a different efficiency desideratum is that a consent-based mechanism should
return a Pareto-efficient allocation whenever efficiency is compatible with the
announced waivers.

4In fact, EADA satisfies a property stronger than incentivizing consent: giving consent does not
harm or benefit any consenter (Tang and Yu, 2014).
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DEFINITION 6. Given P and W C I, let M(P,W) denote the set of matchings that

1. respect the priorities of I \ W,
2. are Pareto-efficient (among all feasible matchings), and

3. Pareto-dominateDA(P).

A consent-based mechanism M is efficient whenever possible if whenever M (P, W) #
0, it selects such a matching, i.e., M(P,W) € M(P,W).

This requirement extends the full-consent efficiency requirement, satisfied by
EADA, to situations in which partial consent already suffices to achieve Pareto-
efficiency. The motivation for this property is that the whole idea behind con-
sented priority violations is to restore the Pareto-efficiency lost by DA, and if the
given priority waivers are enough for us to reach the Pareto frontier, we should
be reaching it, as otherwise our efficiency adjustment has failed in an avoidable
way. Efficiency whenever possible is logically unrelated to constrained efficiency:
constrained efficiency only rules out priority-respecting matchings that Pareto-
dominate the mechanism’s chosen outcome, and may therefore be satisfied by
a globally inefficient matching even when a different, incomparable priority-
respecting Pareto-efficient improvement exists. Conversely, efficiency whenever
possible imposes no restriction when no Pareto-efficient DA-improvement is com-
patible with the announced waivers (which can be the case when only a small
fraction of students consent).

PROPOSITION 2. For partial consent sets W C I, EADA(P, W) is not efficient when-
ever possible: it may fail to be Pareto-efficient even though M (P, W) # ().

PROOF. Consider Example 1 and let W' = {41, 5,7}. Run EADA (see a detailed exe-
cution in Online Appendix 2). In the first DA run on P, the last interrupter in W is i7
at s4. Since i7 € W, EADA deletes s4 from i7’s preference list and reruns DA. In the
resulting DA run, the only remaining interrupting pair is (i3, s¢). Since i3 ¢ W, no
consenting interrupting pair remains, so the procedure stops. Hence EADA(P, W)

=

10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32



10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

Justifiable Priority Violations 27

implements the exchange (i1 — i1 — 5 — 1), S0 in particular EADA;, (P, W) = s4
and EADA; (P, W) = s¢.

Define v by swapping the assignments of i; and is in EADA(P, W) and leaving
everyone else unchanged. This yields a feasible matching and makes both i; and
ig strictly better off (in Example 1, i; prefers sg to s4 and ig prefers sy to sg), so v
Pareto-dominates EADA(P, W'). Thus EADA(P, V) is not Pareto-efficient.

On the other hand, with the same consent set W, the cycle packing {(i; — i2 —
i1), (i3 = i — i4 — 15 — i3) } induces a matching that Pareto-dominates DA(P), is
Pareto-efficient, and respects the priorities of every non-consenting student in
I'\ W (this can be verified directly from Example 1). Hence M (P, W) # (). O

Proposition 2 shows that fixing waivers ex-ante does not, by itself, guarantee
that available efficiency gains will be realized. This raises a deeper question: is the
failure specific to EADA, or does it reflect a more fundamental tension among the
desiderata above? Our next Theorem shows that the aforementioned tension is
structural in the ex-ante consent framework.

THEOREM 4. There is no consent-based mechanism M that weakly Pareto-
dominates DA and simultaneously satisfies all three properties: (i) efficiency when-

ever possible, (ii) constrained efficiency, and (iii) incentivizing consent.

PrOOEF. Fix the school choice problem P from Example 1. Suppose, by contra-
diction, that there exists a consent-based mechanism A that weakly Pareto-
dominates DA and satisfies efficiency whenever possible, constrained efficiency,

and incentivizing consent. Consider the following three nested consent sets:

1. Wy = {ir}. In Example 1, the unique improvement over DA(P) that can be
implemented without violating the priorities of any non-consenting student
in I\ W is the cycle

(il —> 14 —> 15 — il).

This cycle yields a matching that Pareto-dominates DA(P). By constrained
efficiency, M (P, W) must implement this improvement.
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2. Wy = {is,i7}. Incentivizing consent implies that ;5 must get s; or better, and

must violate the priorities only of 5. There is only one improvement that
achieves this, i.e. exactly the one we found before:

(il —)’i4 — i5 —)’il).

In particular, the label {i;} on the edge is KN i4 means that using this edge
would violate i;’s priority at s4 unless i; is herself compensated elsewhere
in the implemented packing. The 4-node cycle implemented by EADA with
full consent provides such compensation, but it is not implementable here
because it violates the priority of i3 ¢ W5.

. W3 ={i1,is5,i7} = Wa U {i1 }. Incentivizing consent requires that ¢; is assigned

to s4 or better. Only two improvement cycles do this, namely:
@ (i1 22 ig —ig —i5 —i1)
) (i1 iy s By

Improvement (a) violates the priorities of i3 ¢ W3, so improvement (b) is
chosen. Yet, the improvement

(i o Bi0), (5 Bie Bin Bis Big))

yields an efficient matching that Pareto-dominates DA(P) while respecting
the priorities of all non-consenting students in 7 \ 3. Since M is efficient
whenever possible, it must satisfy M (P, W3) € M(P,W3), contradicting the
fact that M (P, W3) is induced by (b) and is inefficient. The contradiction

completes the proof.

Theorem 4 identifies an inherent limitation of ex-ante consent designs. If con-

sent is treated as an arbitrary input, then the natural objective of exploiting all

10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31



10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

Justifiable Priority Violations 29

feasible efficiency gains under partial consent conflicts with the very incentive
requirement needed to elicit consent in the first place.

Taken together with our earlier results on endogenous justifiability, a coherent
picture emerges that shows that achieving efficiency and Pareto-dominating DA

comes at important costs, even when some priorities can be violated. In our

endogenous framework, it requires violating the priorities of non-beneficiaries.

On the ex-ante side, even when priority waivers are explicitly granted in advance,
robustly achieving efficiency under partial consent runs into an equally sharp
obstacle: the mechanism cannot systematically use the available waivers without
sometimes undermining the incentives that make waivers available in the first

place.

Having clarified these theoretical limits, both under endogenous justifiability
and under ex-ante consent, we now turn to the empirical question of how our
proposed SJBC+ algorithm fares in practice. The next section compares SJBC+ and
EADA in simulations, shedding light on the practical relevance of the theoretical
trade-offs identified above.

6. PERFORMANCE IN PRACTICE
6.1 Simulations

The results so far clarify what can and cannot be guaranteed in theory. We now ask
how often these impossibilities bind in random environments, and how frequently
the mechanisms nevertheless deliver Pareto-efficient outcomes. To answer this,
we evaluate SJBC+ in simulations and benchmark it against DA and the leading
consent-based mechanism, EADA. To calibrate the ex-ante consent environment,
we use observed behavior from laboratory experiments: Cerrone et al. (2024)
document that 52% of subjects voluntarily consent to waive priorities. We therefore

take this 52% rate as our baseline for generating consent sets in EADA.'® Because

I5The replication code is available at https://www.josueortega.com. See also Freer et al. (2026) for
further experimental evidence on EADA’s performance under the full consent assumption.
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neither EADA nor SJBC+ is strategy-proof, these comparisons are truthful-report
counterfactuals rather than equilibrium predictions.

We generate random school choice problems with n € {50, 100,200} students
and n schools, each with unit capacity. For each market size, we construct 2,000
independent instances under two preference structures: (i) independent pref-
erences (students and schools rank uniformly at random), and (ii) correlated
preferences, where students exhibit positive correlation in how they rank schools,
reflecting realistic settings where school quality is commonly valued.'® For each
instance, we compute outcomes under DA (baseline), SJBC+, EADA with 52%
consent, and EADA with full consent. We measure average student rank, the num-
ber of beneficiaries relative to DA, and the frequency with which the outcome is
Pareto-efficient or justifiable.

Table 2 reveals three robust results. First, SJBC+ attains Pareto-efficiency in
the majority of instances (62.60-91.35%). Thus, justifiability is compatible with
full Pareto-efficiency in the majority of these random markets. Second, SJBC+
compares favorably to EADA under partial consent. With 52% consent, EADA’s
Pareto-efficiency rate is below 10% in every cell, and no Pareto-efficient outcome
is observed in the 2,000 replications of any correlated cell. SJBC+ continues to
return Pareto-efficient outcomes in over 70% of correlated instances. SJBC+ also
yields more beneficiaries on average than full-consent EADA, while achieving a

worse average rank and generating more priority violations.

Third, SJBC+ is justifiable in every instance, whereas EADA’'s whole-outcome
justifiability rate deteriorates sharply with market size. In five of the six cells, fewer
than 4% of full-consent EADA outcomes are justifiable. This differs from the share
of individual violations that are justifiable, which ranges from 68.5% to 84.0%
under full consent. With 52% consent, EADA improves fewer students and is much
less often Pareto-efficient, but is more often justifiable.

16Specifically, we draw a common latent value gs ~ A(0, 1) for each school. Each student i ranks
schools according to utilities u;s = pgs + /1 — p2 g;5, where g;5 ~ N (0, 1) are i.i.d. shocks. Preferences
are obtained by sorting these utilities. This specification yields positively correlated rankings across
students, with correlation increasing in p (here p = 0.50).
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TABLE 2. SJBC+ and EADA in random markets
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Independent preferences

Correlated preferences

n =50 n =100 n =200 n =50 n =100 n =200
Average student rank
4.2 4.9 5.7 10.4 18.0 30.9
DA (0.023) (0.025) (0.027) (0.052) (0.088) (0.154)
2.6 2.7 2.8 5.3 6.8 8.6
EADA (full) (0.007) (0.005) (0.004) (0.018) (0.019) (0.020)
3.3 3.6 3.8 8.1 12.5 19.1
EADA (52%) (0.015) (0.014) (0.013) (0.046) (0.071) (0.110)
2.7 2.9 3.0 5.8 8.0 10.9
SIBC+ (0.009) (0.008) (0.007) (0.023) (0.029) (0.033)
Beneficiaries relative to DA
19.8 47.5 108.3 32.7 78.0 172.0
EADA (full) (0.172) (0.275) (0.453) (0.131) (0.165) (0.211)
11.0 28.2 69.1 14.2 37.7 91.4
EADA (52%) (0.180) (0.322) (0.558) (0.201) (0.370) (0.661)
22.0 55.6 132.9 38.0 89.9 191.2
SIBC+ (0.240) (0.452) (0.752) 0.217) (0.253) (0.224)
Improvable students (%)
56.8 68.3 75.2 84.9 92.7 96.4
Share of all students (0.412) (0.259) (0.174) (0.193) (0.084) (0.041)
Beneficiaries among improvable students (%)
69.2 68.8 71.5 76.6 83.9 89.2
EADA (full) (0.309) (0.208) (0.167) (0.203) (0.130) (0.085)
36.6 40.0 45.2 33.0 40.5 47.3
EADA (52%) (0.508) (0.391) (0.305) (0.445) (0.387) (0.336)
75.4 79.3 87.3 88.9 96.8 99.2
SIBC+ (0.506) 0.477) (0.388) (0.431) (0.248) (0.105)
Priority violations
8.9 18.3 37.0 42.4 125.0 353.8
EADA (full) (0.107) (0.158) (0.233) (0.378) (0.802) (1.670)
3.4 7.0 14.0 6.1 13.5 27.7
EADA (52%) (0.060) (0.095) 0.137) (0.112) (0.186) (0.290)
14.4 40.9 109.6 79.5 290.2 906.9
SIBC+ (0.245) (0.553) (1.022) (0.858) (1.838) (3.843)
Justifiable priority violations (pooled, %)
76.4 69.8 68.5 77.7 80.5 84.0
EADA (full) (0.423) (0.343) (0.257) (0.291) (0.214) (0.165)
52.0 44.4 41.2 52.8 50.9 50.7
EADA (52%) (0.900) (0.688) (0.480) (0.841) (0.692) (0.553)
100.0 100.0 100.0 100.0 100.0 100.0
SIBC+ (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
Justifiable outcomes (%)
27.3 3.2 0.1 2.1 0.2 0.0
EADA (full) (0.996) (0.397) (0.087) (0.324) (0.112) (0.000)
35.3 9.7 0.7 19.6 3.0 0.2
EADA (52%) (1.069) (0.662) (0.180) (0.888) (0.382) (0.100)
100.0 100.0 100.0 100.0 100.0 100.0
SJBC+ (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
Pareto-efficient outcomes (%)
100.0 100.0 100.0 100.0 100.0 100.0
EADA (full) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
8.8 1.0 0.0 0.0 0.0 0.0
EADA (52%) (0.634) (0.223) (0.000) (0.000) (0.000) (0.000)
66.9 62.6 70.8 70.5 85.2 91.3
SJIBC+ (1.052) (1.082) (1.017) (1.019) (0.794) (0.629)

Notes: Each column reports 2,000 replications with n students and n schools of unit capacity. Priorities are indepen-

dent and uniformly random.
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6.2 Chilean data

The simulations above were conducted under restricted assumptions about pref-
erences and priorities, and a reasonable question is whether one would obtain
similar results in more realistic markets. We tackle this question by doing the same
exercise using the 2025 data from Chile’s centralized School Admission System
(SAE), corresponding to applications for the 2026 school year. The SAE is a nation-
wide assignment system in which families submit rank-order lists and schools
rank applicants using legally defined priorities and lottery tie-breaking, and an
allocation is obtained using DA (Correa et al., 2019). The data is publicly available

at https://datos.cochid.cl/dataset/mineduc_sistema_de_admision_escolar_sae.

For our comparison exercise, we exclude special categories of reserved seats
and treat linked family applications as individual applications. We perform this
construction separately for primary and secondary school entrance covered by the
SAE (years 1 and 9 in the data). The resulting sample contains 64,893 applicants
and 5,496 occupied school-grade programs. Online Appendix 6 describes the data
in detail.

Table 3 compares DA, SJBC+, and EADA using the same criteria as in the previous
subsection, separately for primary and secondary school admission.

We find that EADA with 52% consent is the mechanism with fewest improve-
ments but also fewest priority violations: it benefits 47 students in primary school
and 144 in secondary school, while generating only 39 and 98 priority violations.
SJBC+ violates substantially more priorities, but does so only when those viola-
tions satisfy our justifiability criterion. It benefits 349 students in primary school
and 412 in secondary school, approximately 7.4 and 2.9 times as many as EADA
with 52% consent, and improves average rank in both cohorts. Full-consent EADA
benefits even more students: 720 students in primary school and 2,897 in sec-
ondary school, attaining the lowest average rank in both cohorts. These gains
come with substantially more priority violations: 2,597 in primary school and
9,262 in secondary school, of which 86% and 57% are justifiable, respectively. We
do not view this comparison as a failure of either approach. In comparison with
our comparison exercise using simulations, we see that the robust finding is that
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TABLE 3. Chilean SAE

Entry cohort
1° basico 1° medio
Average rank
DA 1.55 2.16
EADA (full) 1.51 2.00
EADA (52%) 1.54 2.16
SJBC+ 1.53 2.14

Beneficiaries (%)
EADA (full) 720 (2.38) 2,897 (8.36)
EADA (52%) 47 (0.16) 144 (0.41)

SJBC+ 349 (1.15) 412 (1.19)
Priority violations

EADA (full) 2,597 9,262

EADA (52%) 39 98

SJIBC+ 1,020 569

Justifiable violations (%)
EADA (full) 2,229 (85.8) 5,233 (56.5)
EADA (562%) 32 (82.1) 57 (57.8)
SJBC+ 1,020 (100) 569 (100)

Notes: The sample contains 30,227 applicants entering primary school (1° bésico) and 34,666 ap-
plicants entering secondary school (1° medio) in the 2025 SAE regular round for admission in 2026.
Percentages in parentheses. EADA (52%) averages 50 independent consent draws; reported counts
are rounded to the nearest integer. Monte Carlo standard errors are small: at most 0.00020 for average
rank, 3.71 beneficiaries, 2.67 priority violations, and 1.86 justifiable violations.

SIBC+ is significantly more efficient than EADA with 52% consent, albeit SJBC+
only generates more improvements than EADA with full consent in the synthetic
data but not in the Chilean one. Another robust finding is that in either version of
EADA a significant fraction of priority violations are not justifiable (slightly over
40% in the Chilean secondary school data, in the simulations around 15% to 60%;
this observation seems more prominent with EADA with partial consent actually).
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7. INCENTIVES

Throughout the paper, we have assumed that students (or their parents on their
behalf) report preferences truthfully, an assumption which may not hold in prac-
tice since every mechanism that Pareto-dominates DA is manipulable. We will
now argue that this assumption makes sense because: i) manipulations are risky,
and ii) JBC and SJBC+ satisfy a weak version of strategy-proofness studied in the
literature called top-manipulation proofness.

From now on, fix every element of school choice problem P besides . For a
mechanism M, a preference profile () = (>;);cs, and a school s =; M;(P), let >
denote the report obtained from >; by moving the (arbitrarily chosen) school s to
the top of the list while preserving the relative order of all other schools. Denote
by »_; the truthful preference profile by all other students. We now can define
the following weak version of strategy-proofness (this property was introduced by
Afacan et al. (2025), and is satisfied by EADA with full consent).

DEFINITION 7. A mechanism M is top-manipulation proofif, for every >, every
studenti, and every s =; M;(>-), M;(>) =i M;(>=3,>=_;).

Thus, if a student prefers a school to the assignment she obtains, she cannot
profit merely by ranking that school as her first choice. This property is consider-
ably weaker than strategy-proofness, but it rules out a particularly natural class
of manipulations that are common in the Immediate Acceptance mechanism.
While JBC and any fixed selection of SJBC+ are not strategy-proof, they all satisfy

top-manipulation proofness.!”

PROPOSITION 3. JBC and any fixed selection of SJBC+ are top-manipulation-proof.
Moreover, if's =; DA;(P), then

DA(P')=DA(P)  and  JBC(P')=JBC(P),

7By fixed, we mean that whenever several perfect matchings or admissible refinement cycles are
available, SJBC+ selects among them according to an ex-ante fixed ordering that does not depend on
reported rank positions.
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where P’ denotes the problem obtained from P by replacing -; with ;.

We postpone the proof to Appendix D. The idea is simple: putting a desirable
school to the top does not change the student’s DA assignment, because it does
not change the set of schools she prefers to that assignment. JBC therefore remains
unchanged; and under SJBC+, the only possible divergence is that she reaches
the promoted school, which cannot leave her strictly better than her truthful final
assignment.

Top-manipulation proofness does not imply strategy-proofness. Successful
manipulation work moving genuinely worse schools above the DA allocation,
obtaining a undesirable by himself but desirable by others school that allows him
to trade in JBC. Note that this manipulation is risky, for a student may not know
for certain if he would be able to trade an undesirable-by-him school later on, and
may end up worse off. Said otherwise, JBC and any fixed selection of SJBC+ are
not obviously manipulable (Troyan and Morrill, 2020).

On the other hand, it is easy to see that JBC does not satisfy the stronger notion
of upper-manipulation proofness (as we show in Online Appendix 7) which is
satisfied by EADA with full consent (Afacan et al., 2025). On a similar note, truthful
reporting need not constitute a Nash equilibrium of the corresponding preference
revelation game under complete information. Whether these strategic possibilities
materially affect the performance of JBC and SJBC+ in practice remains an open
question.

8. CONCLUSION

We introduced justifiability as a framework for determining which improvements
over DA can be implemented through controlled priority violations, and showed
that it enables Pareto improvements that are unattainable under existing consent-
based approaches. We proposed an algorithm that selects the unique maximal
strongly justifiable matching, and then built on it to obtain a justifiable improve-
ment that is not Pareto-dominated by any other justifiable matching. Simulations
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indicate that, despite the inherent tension between justifiability and full Pareto-
efficiency, our proposed algorithm frequently achieves Pareto-efficient outcomes
while restricting priority violations to the justifiable class, and it improves the DA
assignments of substantially more students than leading consent-based mecha-

nisms under partial consent documented in practice.
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APPENDIX A: PROOF OF THEOREM 1

PROOF. Assume DA(P) is Pareto-inefficient. Then Z(P) # (), and therefore S*(P) #

(. For each s € S*(P), the set A(s) is non-empty by definition, so ¥ is well-defined.
We first show that the school graph used by JBC is well-defined. Fix s € S*(P).

Since i* € Z(P), Lemma 1 implies that i* belongs to a cycle in G®*(""), Let & be the
predecessor of i} on such a cycle. Then h prefers DA;: (P) to DA,(P), so during the
execution of DA student » must have applied to school DA;:(P) and been rejected
there. Since h is improvable, it follows that DA;«(P) € S*(P).

Thus the map f: S*(P) — S*(P), given by f(s) := DA;:(P), is well-defined. Be-
cause S*(P) is finite and each school in S*(P) points to exactly one school under
f, the graph generated by f contains disjoint cycles. JBC executes all such cycles
simultaneously: for each cycle

(81—)82—>---—>Sk—)81),

student i3, moves from sy to s, for every £ =1,...,k (indices modulo k). This
new matching is feasible because, along each cycle, every school loses exactly
one student and gains exactly one student, and different cycles do not share any
school. It is also Pareto-improving, since 75, € A(sy) implies that i3, strictly prefers
s¢ to her DA assignment sy, = DA;;, (P), while all other students keep their DA

assignments.
We next show that the matching produced by JBC is strongly justifiable. Fix

a school s lying on a cycle of the JBC school graph, and let j be the student
assigned to s under DA who leaves s when this cycle is executed. Then DA;(P) = s,
and student i} prefers s to her DA assignment. Hence the JBC trade at school s
corresponds to the edge i* — j in GP*(Y), The label of this edge is

1(i* — j) = {h € Z(P)N N~ (j) : tky(h) < 1k, (i) }.

We claim that Z(P) N N~ (j) = A(s). Every student in A(s) is improvable, prefers
s =DA;(P) to her DA assignment, and has lower priority at s than j, so she envies
j and belongs to Z(P) N N~ (j). Conversely, take any h € Z(P) " N~ (j). Then h
prefers s = DA;(P) to DA, (P). By stability of DA(P), school s is full and every student
assigned to s has higher priority at s than h; in particular rks(h) > rks(z(s)), so
h € A(s). Hence

1(i% — j) = {h € A(s) : Tks(h) < Tky(i7)}.
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Since i is the highest-priority student in A(s), this set is empty. So every edge used

by JBC is empty-labelled, and the matching produced by JBC is strongly justifiable.

This proves the first statement of the theorem.
For the second statement, let ;' be any strongly justifiable matching induced

by a cycle packing IT in GPA("), Since p!! is strongly justifiable, every edge in IT is
empty-labelled. Take any school s that is entered by some student under p!!, and
let i be the student who enters s. Since 4! is induced by a cycle packing in GPA("),

there exists some student j assigned to s under DA such that i — j is an edge of I1.

We claim that i = i¥. First, i € A(s): because i — j is an edge of GP*("), student
i is improvable and prefers s = DA;(P) to DA;(P). Moreover, since j is assigned to
s under DA and DA is stable, every student assigned to s under DA has higher
priority at s than ¢; in particular z(s) >s . Hence i € A(s).

Next, let h € A(s). Then h € Z(P) and h prefers s to DA, (P). Since j is assigned to

s under DA, we have DA;(P) = s, and therefore h envies j. Thus h € Z(P) N N~ (j).

We have shown that
A(s) ST(P) NN ().
Since the edge i — j is empty-labelled,
(i—j)={heZ(P)NN"(j):rks(h) <1ks(i)} = 0.

Therefore there is no student in A(s) with higher priority than i at s. Since i € A(s),
it follows that i is the highest-priority student in A(s), namely ¢¥. So in any strongly
justifiable matching, the student who enters school s must be i?.

Now suppose i} enters s under x!!. Then i leaves her DA school DA;x(P) = f(s).

Since p!! is obtained from a cycle packing, the seat vacated at f(s) must in turn
be filled by some student who enters f(s) along an empty-labelled edge. By the
previous paragraph, that student must be f}(s)- Repeating the same argument,
whenever a school s is used in a strongly justifiable cycle packing, the school f(s)
must also be used. Since only finitely many schools are involved, this process
must run along a cycle of the graph generated by f. It follows that every strongly
justifiable cycle packing is obtained by selecting some of the cycles found by JBC
and executing the corresponding trades. Conversely, any subset of the cycles found
by JBC yields a cycle packing all of whose edges are empty-labelled, and hence
induces a strongly justifiable matching. Therefore the set of strongly justifiable
matchings coincides with the set of matchings obtained by executing subsets of

the disjoint cycles found by JBC. O
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APPENDIX B: PROOF OF THEOREM 2

PROOF. [Part 1] By Theorem 1, JBC(P) Pareto-dominates DA(P). At each expansion
step, the previous perfect matching remains feasible because admissible edges
only expand as B! grows, and because B! = B(;!~1) implies that every student in
B! was already matched through a non-loop edge in the previous perfect matching.
The optimization also forbids every student in B? from using her self-loop. Hence
B! C B!, Moreover, every non-loop edge i — j is an edge of GPA("), so student
i strictly prefers DA (P) to DA;(P). Therefore every student in B+ strictly prefers
her assignment under ;' to her DA assignment. At termination, every student in
B* D B(JBC(P)) strictly prefers p* to DA(P). The refinement step permutes schools
only among B* via cycles in which each participant improves over her current
assignment, hence strictly improves over DA(P). Students outside B* retain their

DA assignments throughout. Thus p Pareto-dominates DA(P).
[Part 2] Let IT* be the cycle packing induced by the terminal expansion matching

M*. Every non-loop edge i — j used by M * is admissible at the terminal step, so
l(i — j) € B* = B(u*). Hence [(IT*) C B(p*). By Lemma 2, p* is justifiable. Since
the refinement permutes assignments only among B* and each refinement-cycle
participant strictly improves over her current school, B(u™) = B*. It suffices to
show that no improvable non-beneficiary suffers a priority violation under p*.
Suppose for contradiction that i € Z(P) \ B* prefers school s = ;" to yi;” = DA, (P)
and 1k, (h) < 1ks(7). If 1] = s, the same violation exists under p*, contradicting
its justifiability. Otherwise i received s during the refinement phase: specifically,
i took the school of some student j along a cycle of admissible edges. Because
h is improvable, h # j (since j € B*), h prefers s to DA, (P), and rks(h) < rks(i),
admissibility of the edge i — j requires h € B*, a contradiction.

[Part 3] Let 6 = DA(P), u=pu+, B=B(u) = B*, and R =Z(P) \ B. By Part 2 and
Lemma 2, the cycle packing representing y relative to § uses only edges with labels
contained in B. Thus i remains feasible in the terminal expansion graph H(B),

with exactly | B| non-loop edges.
Suppose that a justifiable matching v Pareto-dominates y, and let

D:{iE[:U¢>-iui}.

Strict preferences imply that D consists precisely of the students whose assign-
ments change, and @ # D C Z(P). Since y is non-wasteful, no improving student
can enter a school with a vacancy under y; a full school cannot gain students ei-
ther. Moreover, 1 is individually rational, so no student can improve by becoming
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unassigned. Consequently, every school has the same occupancy under p and v.
For each school s, therefore, choose a bijection

as:{jeD:pj=st —{ieD:y; =s},

and write a(j) = ay, (j). Then a(j) € D and v, ;) = y;. This construction accommo-

dates arbitrary quotas.
For each j € D, let ¢(j) be the highest-priority student at ; among

{a(i)y U {h € R:pj>=p on}

We claim that ¢(j) € D. This is immediate if ¢(j) = a(j). Otherwise, ¢(j) € R and
c(j) >y, a(j)- i e(j) € D, then

Ve(j) = He(j) = Oc(j)-

Since c(j) prefers p; to this assignment, assigning 1:; to a(j) under v would violate
the priority of an improvable non-beneficiary, contradicting justifiability. Hence
c(j) e D.

In either case, c(j) strictly prefers y; to p.;). Moreover, by its selection, no
student in R who prefers p; to her DA assignment has higher priority than c(j) at
that school. The edges ¢(j) — j therefore form a graph on D in which every vertex
has an incoming edge and every edge is a strictly improving trade that respects all

priorities in R. This finite graph contains a directed cycle C.
If C C B, every edge of C is admissible for the refinement phase, contradicting

its termination. Otherwise, execute C starting from p. All existing beneficiaries
remain strictly better off than under DA, and at least one student in R becomes
a beneficiary. Every new DA-relative trading edge has its label contained in B,
while the unchanged edges remain admissible because 1 is feasible in H(B). The
resulting matching is therefore feasible in H(B), preserves every beneficiary in
B, and contains more than |B| non-loop edges. This contradicts the terminal

expansion step’s maximization. Thus no justifiable matching Pareto-dominates
+

l[LPart 4] The expansion phase initializes B' = B(JBC(P)). At every expansion step,
the optimization forbids every student in B¢ from using her self-loop, so B! C B'*!,
Therefore every student in B! remains a beneficiary under p*. The refinement
step implements trades only among students in B*, and every participant in a
refinement cycle strictly improves over her current assignment. Hence students in

B(JBC(P)) C B* remain beneficiaries under u", so B(JBC(P)) C B(ut).
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[Part 5] DA runs in O(|I] - |S|) time, since each student applies to each school at
most once, so there are at most || - |S| proposals in total, and each proposal is

processed once.
The labelled envy digraph has at most |I|(|/| — 1) edges. For each edge i — j, its

label is obtained by scanning the set of improvable students who prefer DA;(P) to
their DA assignment and checking which of them have higher priority than i at

DA;(P). Thus all labels can be computed in polynomial time.
JBC constructs the auxiliary digraph on S*(P) by assigning to each school s €

S*(P) the unique outgoing edge to DA;:(P). Since this digraph has at most ||
nodes and out-degree one at every node, its directed cycles can be identified in
O(|S]) time.

At each iteration, the expansion phase computes a perfect matching of the
augmented bipartite graph H'! that maximizes the number of non-loop edges
subject to the self-loop restrictions for current beneficiaries. This is a standard
assignment problem, equivalently a minimum-cost perfect matching problem in
a bipartite graph, and is solvable in polynomial time. The expansion phase has at
most || successful iterations, since B! strictly increases whenever the algorithm

does not stop. Therefore the expansion phase runs in polynomial time.
For the refinement phase, fix an iteration r. The restricted envy digraph on B*

has at most | B*|(|B*| — 1) edges. Admissibility of each edge i — j is checked by
scanning the students in Z(P) \ {j} and verifying preference and priority at school

Iyer ;- Hence the admissible subgraph can be computed in polynomial time.
A maximal collection of vertex-disjoint directed cycles in the admissible sub-

graph can also be found in polynomial time: repeatedly find any directed cycle in
the current graph by depth-first search, record it, delete its vertices, and continue
until no directed cycle remains. Since each search and deletion step is polynomial

and at most | B*| vertices are deleted overall, this procedure is polynomial.
At each refinement iteration, every student who moves along a selected cycle

strictly prefers her new assignment to her current one. Therefore the sum of the
ranks of the current assignments of students in B* strictly decreases at every suc-
cessful refinement iteration. Since each such rank lies between 1 and |S|, this sum
can decrease at most | B*|(|S| — 1) times. Hence the refinement phase performs at

most |B*|(|S| — 1) successful iterations, and each iteration is polynomial-time.
Therefore SJBC+ runs in time polynomial in |/| and |S]. O
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APPENDIX C: PROOF OF THEOREM 3, PART 2 1
We show that the allocation corresponding to the cycle packing 2

{(il — iQ — il), (ig — i6 — i4 — i5 — Zg)}

cannot be obtained by EADA under any consent set, to finalize the proof of Theo- s
rem 3. Figure C.1 enumerates all possible EADA outcomes, starting from the last ¢
interrupter, who is asked if she consents to waive her priorities or not.
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FIGURE C.1. EADA outcomes for all consent sets in Example 1.
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APPENDIX D: PROOF OF PROPOSITION 3

PROOF. Let M denote either JBC or a fixed selection of SJBC+. Fix a student i and
a school s =; M;(P), and let P’ denote the problem obtained when i reports >.
Since both mechanisms weakly Pareto-dominate DA,

S =i MZ(P) =i DAZ'(P).

We distinguish two cases.

Case 1: s =; DA;(P).Let u = DA(P) and ¢/ = DA(P'). Moving s to the top changes only
the ordering of schools that i ranks above y;, and leaves the set of such schools

unchanged.
We first show that i/ = ;.. The matching p remains stable under P’: preferences

of all students other than ¢ are unchanged, while the set of schools that i prefers
to u; is unchanged. Since /' is the student-optimal stable matching under P’, we
have p = p;. Strategy-proofness of DA also implies

[i =i -

Since the set of schools above ; is the same under -; and -7, these two inequali-
ties imply 1, = p;.

It follows that 1/ is also stable under P, since the only potentially different block-
ing pairs are those involving i, and her upper contour set at y; is unchanged.
Student-optimality of ; under P therefore implies that every student weakly
prefers . to i'. Together with student-optimality of i/ under P’, and the fact

that all other students’ preferences are unchanged, this gives i/ = p.
For JBC, the same argument implies that the DA envy graph is unchanged.

Hence the set of improvable students and all labels in the DA envy graph are
unchanged. Moreover, during DA a student is rejected by exactly the schools she
ranks above her final DA assignment. For student i this set is unchanged, and
nothing changes for any other student. Thus S*(P), the cutoff students, the sets
A(s), and the just-below-cutoff students i} are all unchanged. The JBC graph and
its cycles are therefore identical, so

JBC(P') = JBC(P).

For SJBC+, the expansion phase is also unchanged: it starts from the same JBC
outcome and uses the same DA envy graph and the same labels. Under a fixed
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selection rule, it therefore generates the same sequence of matchings through the

expansion phase.
Consider now the refinement phase. As long as the two executions coincide,

let ! denote their current matching. Refinement only executes Pareto-improving
cycles, so in the truthful execution

M;(P) = ;.

Since s =; M;(P), whenever ,u’z? -+ s we have s ; ug. Moving s to the top therefore
leaves unchanged both the set of schools that i prefers to x! and the set she prefers
to DA;(P). Hence the envy graph at ;i and all admissible edges are the same under
P and P'. A fixed selection rule therefore chooses the same cycle. Thus the two

executions coincide until the first time, if any, that student  receives s.
If i never receives s, the two executions coincide throughout and her assign-

ment is unchanged. If she does receive s, then she keeps s under P, since s is
her reported first choice. She also cannot subsequently leave s in the truthful
execution: every subsequent move would have to strictly improve her assign-
ment, which would imply M;(P) >; s, contradicting s >=; M;(P). Hence in this case
M;(P) = M;(P') = s. Thus SJBC+ is top-manipulation-proof.

Case 2: s =DA;(P). Since
s =i Mi(P) =i DAi(P) = s,

we have M;(P) = s. After i moves s to the top of her list, the original DA matching
DA(P) remains stable under P’: all other students’ preferences are unchanged,
while i now receives her first choice at DA(P). Therefore student-optimality of DA
under P’ implies

DA;(P') =s.

Finally, both JBC and SJBC+ weakly Pareto-dominate DA at the reported prefer-
ence profile, so

MZ(P/) %Zs DAZ‘(P/) =3s.

Since s is first under >, this implies M;(P’) = s = M;(P).
Thus, in both cases,

M;(P) =i M;(P"),

and JBC and any fixed selection of SJBC+ are top-manipulation-proof. O
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Online Appendix

ONLINE APPENDIX 1: DA AND EADA DESCRIPTIONS

This appendix describes the Deferred Acceptance (DA) algorithm and the
Efficiency-Adjusted Deferred Acceptance (EADA) algorithm.

1.1 Deferred Acceptance (DA) Algorithm
The student-proposing Deferred Acceptance algorithm proceeds as follows:
1. Round 1: Each student applies to her most preferred school. Each school

tentatively accepts the highest-priority applicants up to its capacity and
rejects the rest.

2. Round % > 2: Each rejected student applies to her next most preferred school.

Each school considers its current tentative acceptances together with new
applicants, tentatively accepts the highest-priority students up to its capacity,
and rejects the rest.

3. The algorithm terminates when no student is rejected. Tentative assignments
become final.

The outcome is the student-optimal stable matching DA(P).

1.2 Efficiency-Adjusted Deferred Acceptance (EADA) Algorithm

The EADA algorithm improves upon the DA outcome by allowing students to
consent to waive priorities that do not affect their own assignments. Let W C [ be
the set of consenting students.

1. Round 0: Run the DA algorithm with original preferences. Let ;° be the
outcome.

2. Round r > 1:
e Examine the DA execution from Round » — 1.

 Find the last step where a consenting student i € W is rejected from a
school s for which i is an interrupter (i.e., i was tentatively placed at s
earlier, and at least one other student was rejected from s while i was
tentatively placed there).

e Identify all such interrupting pairs (7, s) with i € .
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* If none exist, stop and output the current matching.

* Otherwise, for each such (i, s), remove school s from i’s preference list
(keeping the relative order of other schools unchanged).

e Rerun DA with the updated preferences.

3. The algorithm terminates in finite time. The final matching is EADA(P, ).
The EADA mechanism satisfies the following properties:

* EADA(P, W) weakly Pareto dominates DA(P) for any W.
* No non-consenting student’s priority is ever violated.

* A consenting student is never harmed by consenting: EADA;(P,W U {i}) =;
EADA;(P, W) for all i.

e If all students consent (W = I), the outcome is Pareto-efficient.
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ONLINE APPENDIX 2: DETAILED EXECUTION OF EADA IN EXAMPLE 1

This appendix reports a detailed execution of Kesten’s EADA procedure on our
running Example 1. We first compute DA(P) and then illustrate the successive
EADA iterations under (i) full consent and (ii) a restricted consent set.

2.1 ComputingDA(P) (Iteration 0)

The DA proposals evolve as follows.

Iteration 0

round S1 59 S3 S4 S5 S6 St
rl 2 5 67 4 13

r2 2 5 1,7 4 3,6

r3 2 1 35 7 4 6

r4 2 1 3 7 4 5,6

r5 2 1 3 57 4 6

r6 25 1 3 7 4 6

r7 5 1,2 3 7 4 6

r8 5 2 13 7 4 6

r9 5 2 3 7 14 6

rl0 1,5 2 3 7 4 6

rll 1 2 3 7 45 6

r12 1 2 3 47 5 6

r13 1 2 3 4 B 6 7

2.2 EADA under full consent

Fix a consent set W that contains every potential interrupter (equivalently, assume
that whenever EADA queries an interrupter, the interrupter consents). Kesten’s
procedure identifies the last interrupter in I/ at the DA outcome, asks that student
to waive priority at the relevant school, removes that school from the student’s

preference list, and reruns DA on the modified problem.
In Iteration O the last interrupter is i7 at s4. Since iy € W, we delete s4 from i7’s

preference list and rerun DA.

10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26



10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

Iteration 1

round S1 S9 S3  S4 S5 Sg ST
rl 2 5 6 4 13 7
2 2 5 16 4 7
3 2 5 1 4 36 7
r4 2 35 1 4 7
5 2 3 1 4 56 7
6 2 3 15 4 6 7
r7 2,5 3 1 4 6 7
18 5 2 3 4 6 7

At this modified DA outcome the last interrupter is i3 at sq. We therefore delete

s¢ from i3’s preference list and rerun DA.

Iteration 2

round S1 59 S3 S4 Sy S6 St
rl 2 35 6 4 1 7
r2 2 3 6 4 15 7
r3 2 3 16 4 7
r4 2 3 1 4 56 7
15 2 3 15 4 6 7
r6 2,5 3 1 4 6 7
r7 5 2 3 1 4 6 7

Now the last interrupter is i5 at sg. Deleting s¢ from i5’s preference list and

rerunning DA yields:
Iteration 3
round S1 89 S3 S84 Sy Sg S7
rl 2 35 6 4 1 7
2 2 3 56 4 1 7
r3 2,5 3 6 4 1 7
r4 5 2 3 6 4 1 7

This outcome implements the cycle
(il —>i6 —>i4 —>i5 —)il),

which yields a Pareto-efficient allocation.
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Justifiable Priority Violations 5

2.3 EADA under partial consent

We now illustrate the failure of EADA to achieve Pareto-efficiency under a restricted

consent set that we use in the proof of Theorem 4. Let W = {i1,i5,i7}.
EADA starts from DA(P) (Iteration 0) and identifies the last interrupter at that

outcome, which is again i7 at s4. Since iy € W, we delete s4 from i7’s preference list

and rerun DA, obtaining Iteration 1 above.
At the resulting DA outcome, the (unique) last interrupter is i3 at sg, but iz ¢ W.

By the definition of EADA with an exogenous consent set, the procedure stops at
this point. The resulting allocation corresponds to the cycle

NS}
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highlighted in bold in the table below.

This allocation is not Pareto-efficient: for instance, i; (assigned s4) and ig (as-

signed sg) can exchange assignments and both strictly gain.
Nevertheless, under the same consent set W = {i1,1i5,i7} there exists a Pareto-

efficient matching that weakly Pareto-dominates DA(P) and respects the priorities
of every studentin 7 \ W, obtained by implementing the two disjoint cycles

(il — i2 — il)

Hence M(P, W) # () while EADA( P, W) is not Pareto-efficient, establishing the claim

used in Proposition 2.

(il — i4 — i5 — il),

i1 2 i3 i4 15 lg 07
S¢ S1 S6 S5 S3 S4 54
S4 S2 83 S4 S6 86 87
2 54

53 S1

S5 S5

51

and

(i3—>i6—>i4—>i5—>i3).
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ONLINE APPENDIX 3: WHY SJBC REQUIRES THE “ +” STEP

This appendix explains why the final step in SJBC+ is necessary. In particular, the
naive procedure that iterates JBC need not return a Pareto-efficient justifiable
matching, even when such a matching exists. The issue is that an early locally-
justifiable trade can change the residual instance in a way that prevents reaching
a Pareto-efficient outcome within the class of justifiable improvements over the
DA benchmark. SJBC+ addresses this by adding a final Pareto-improvement step

that preserves the set of beneficiaries.
Consider the following problem with five students and five schools, each of unit

capacity. Preferences are listed in the left block and priorities in the right block;
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the DA assignment is indicated in bold.

EXAMPLE 3 (Preferences and priorities).

11 12 13 4 15 ‘sl Sy S3 S4 Sp
S5 84 S2 S5 S5 |1 i35 1 U5 13
83 Sp S4 82 S1 iz i4 i4 i1
S2 81 S4 |15 13 11 4
S1 S5 i4 i2 i3 i5

i3 1 2 19

Student i; is unimprovable at the DA outcome (no other student envies i), so
Sequential JBC deletes i; together with the school assigned to i; under DA (here,
s3), and proceeds with the reduced instance on {is, i3,i4,75}. The resulting envy
digraph is depicted in Figure 3.1.

FIGURE 3.1. Envy digraph for Example 3 after deleting i; and s3.
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Justifiable Priority Violations 7

In this reduced digraph, JBC selects the ()-labelled 2-cycle between i3 and i4, rec-
ommending that i3 and i4 exchange schools. This yields the intermediate matching

/ . . . . .
p = (i1 — 83, ia — S1, i3 — S2, 14 — S5, i5 — S4).

At this point, Sequential JBC continues by selecting a maximum packing of ad-
missible cycles in the original envy digraph that is consistent with the set of
beneficiaries already created (here, i3 and i4). One feasible packing is

(s Dis Dig), (123055 4y),

which remains justifiable. The resulting allocation is Pareto-efficient; for instance,

it coincides with the outcome of serial dictatorship under the order io, i3, 74,5, 1.
However, Sequential JBC can instead select the (also admissible and justifiable)

cycle
(i B iy Big oig Liy),

which induces the corresponding allocation shown below:
i 12 13 4 U5

S5 S4 S22 S5 S5

83 S5 84 S2 81
S2  S1 : S4
S1 S5

This outcome is not Pareto-efficient: students i» and i3 can exchange assignments

and both strictly gain.
The failure arises from selection among admissible cycle packings: Sequential

JBC can terminate at a justifiable matching that is Pareto-dominated by another
justifiable matching (and, crucially, without changing the set of beneficiaries).
This motivates the final “+” step in SJBC+: after Sequential JBC determines the
set of beneficiaries, SJBC+ performs an additional Pareto-improvement stage
(restricted to justifiable trades that preserve that beneficiary set), ensuring con-
strained efficiency within the class of justifiable improvements over DA.
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ONLINE APPENDIX 4: JUSTIFIABILITY DOES NOT IMPLY PRESERVING JBC
BENEFICIARIES

This appendix provides an instance in which there exists a justifiable matching
that Pareto-improves on DA(P), but whose beneficiary set is not nested with that
of JBC(P). In particular, there is a justifiable improvement that benefits a student
who does not benefit under JBC(P), while JBC(P) benefits students who do not
benefit under that justifiable improvement. Hence, justifiability alone does not

force a reform to preserve the JBC beneficiary set.
Consider the following one-to-one instance with [ = {ij,...,is} and S =

{s1,...,56}. Columns on the left list students’ preferences (top to bottom), and
columns on the right list schools’ priorities (top to bottom). Bold entries on the left
indicate DA assignments DA(P), and bold entries on the right indicate the students
assigned to each school under DA.

EXAMPLE 4 (Preferences and Priorities).

i1 12 13 4 13 36‘31 S2 83 S4 S5 S

S4 S1 S5 S¢ S4 S1|ts 13 g 2 11 1@
S6 S4 S¢ S22 S1 S2 |4 12 - 14 U3 13
S5  S6 S4 S4 S Se¢ i3 i4 . i5 ig il
S3 S2 82 S5 S5 S5 |42 U5 - U i4 12
S1 S3 S1 S1 S92 S4 i(; iﬁ . ig i6 i5
Sp S5 S3 S3 S3 s34 11 - 11 i35 U4

The DA outcome is
b= DA(P): (i1 — S5, i —> S4, i3 —> S2, 14 —> S3, i5 — S1, i6 — S6)-
Applying JBC yields
JBC(P): (i1 — S5, 12 — S1, i3 —> S, 14 —> S3, i5 — S4, I — S2),
The corresponding beneficiary set is
B(JIBC(P)) = {ia,is3,15,i6}-
Consider the following DA-improving matching:

L (il — Sg, ’iz — S4, i3—>$5, i4 — 83, i5 — S1, i6 —)SQ).
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Justifiable Priority Violations 9
Its beneficiary set is
B(p) = {i1,is,i6}-
Therefore the beneficiary sets are not nested:
B(u) \ B(JBC(P)) ={ir} #0,  B(IBC(P))\ B(p) = {iz,is} # 0.

In particular, 1 benefits a student (i;) who does not benefit under JBC, while

JBC benefits students (io, i5) who do not benefit under .
This example shows that justifiability alone does not force an improvement that

preserves the JBC beneficiary set.

[ee)
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10

ONLINE APPENDIX 5: ESSENTIAL STABILITY AND JUSTIFIABILITY

In the main text we stated the existing result that EADA with full consent is es-
sentially stable, which means that any claim starting from a priority violation
is vacuous, i.e. ends up with the claimant losing her claim (Troyan et al., 2020).
This directly implies that essentially stable matchings need not be justifiable by
Theorem 3. Now we show that justifiable and Pareto-efficient matchings need not
be essentially stable by constructing a non-vacuous reassignment chain starting

from a priority violation in Example 1.
Consider the unique Pareto-efficient and justifiable matching obtained with the

following trading cycles:
(i B B00), (5 Bie Bin Bis L))

Let us start with someone who suffers a priority violation making a claim. Say
i1 at s4. This claim displaces i, who in turn claims sg. This last claim displaces i3,
who in turn claims s3, displacing is. In turn, i5 claims s;, displacing i2, who now
can go to the empty school s3. We conclude that the claim is not vacuous, which
in turn implies that the unique justifiable and Pareto-efficient matching need not
be essentially stable.
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Justifiable Priority Violations 11

ONLINE APPENDIX 6: ADMINISTRATIVE EXERCISE USING THE CHILEAN SAE

This appendix describes the administrative exercise reported in Section 6.2. We
use publicly available microdata from Chile’s Sistema de Admisién Escolar (SAE),
the nationwide centralized assignment system for publicly funded schools. Our
purpose is not to reproduce every institutional feature of the official SAE procedure
or to estimate the effect of a literal policy reform. Rather, we use actual submitted
preferences, observed applicant-school priority information, and school capaci-
ties to compare the mechanisms studied in the paper in a large real-world school
choice environment.

Institutional settingand data Families participating in the SAE submit an ordered
list of schools. The assignment procedure is based on student-proposing deferred
acceptance and uses legally defined priorities together with an official tie-breaking
rule (Correa et al., 2019). We use the 2025 regular application round for admission

in the 2026 school year.
The public SAE files are released by the Chilean Ministry of Education. We use

the archive SAE_2025. rar, which is catalogued, together with the other annual
SAE releases, at https://datos.cochid.cl/dataset/mineduc_sistema_de_admision_

escolar_sae.
Our construction uses five files from the regular application round:

File Information used

Al Oferta....csv School-year capacities.
Bl_Postulantes....csv Applicant characteristics.
Cl_Postulaciones....csv Submitted rankings and priorities.
D1_Resultados....csv Published SAE assignments.

F1l Relaciones_....csv Linked sibling applications.

Thé SAE covers applications from pre-kindergarten through the final year of
secondary school. We restrict the exercise to the two main entry cohorts: the first
year of educacion bdsica and the first year of educacion media, corresponding to
years 1 and 9 in the public data. A seat is specific to both a school and the school
year for which a child is applying. Applicants in the two entry cohorts therefore
never compete for the same seats, and we construct and run the assignment
separately for 1° bésico and 1° medio.

Preferences and school priorities We take submitted rank-order lists at face value.
We do not estimate latent preferences and do not complete truncated lists. A
school that does not appear on an applicant’s submitted list is therefore treated as
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12

unacceptable. When a school-year option is excluded from the analysis for the
reasons described below, the positions of the remaining options are not renum-

bered.
The public application file reports the priority information separately for each

applicant-school choice. For ordinary seats, we order applicants lexicographically
according to

1. prioridad_matriculado,

2. prioridad_hermano,

3. prioridad_hijo_funcionario,
4. prioridad_exalumno,

5. loteria_original,

6. mrun.

Thus, current enrolment is considered first, followed by whether the applicant has
asibling at the school, is the child of a school employee, or is a former student. The
variable loteria_original is the official applicant-school tie-breaking value
supplied in the public data. The anonymized applicant identifier mrun is used

only as a deterministic final tie-breaker if all preceding fields coincide.
The priority criteria are common features of the SAE, but the resulting priority

ordering is school-specific. For example, an applicant may have a sibling priority
at one school and no sibling priority at another. Likewise, the public tie-breaking
value is recorded for the particular applicant-school choice. Hence each retained
school has its own strict ordering of the applicants who rank it.

Constructing the analysis sample and DA benchmark The official SAE contains
several institutional features that are outside the model used in the paper, most
importantly special or reserved seat categories and linked sibling applications.
We therefore restrict the mechanism comparison to occupied ordinary seats for
which the public data permit us to construct the standard school-choice problem

used in our theory.
For each of the two entry cohorts, we proceed as follows.

1. We first reconstruct student-proposing DA using the submitted rankings,
reported capacities, observed applicant-school priorities, and the reported
number of seats reserved for priority students.

=
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Justifiable Priority Violations 13

2. We retain only school-year options with none of the principal special or
reserved categories used by the SAE. In the public data this requires

vacantes_prioritarios =vacantes_pie=

vacantes_alta_exigencia_t =vacantes_alta_exigencia_r =0.

3. We retain applicants assigned by the reconstruction to one of these ordinary
options, together with every ordinary school-year option holding at least one
such applicant.

4. Removing special-seat options and their applicants can make capacity appear
available even though those seats belong to parts of the official assignment
problem that we have excluded. We therefore set the capacity of each retained
school-year option equal to the number of retained applicants occupying it
in our reconstructed DA assignment.

5. We restrict each retained applicant’s submitted list to the retained options
and rerun student-proposing DA. This matching is the DA benchmark against
which beneficiaries, improvability, SJBC+, and EADA are defined.

Across the two entry cohorts, this procedure retains 64,893 applicants and 5,496
occupied school-year options. The 1° bdsico sample contains 30,227 applicants
and 3,760 occupied options, while the 1° medio sample contains 34,666 applicants
and 1,736 occupied options. There are 10,954 improvable applicants in total,
or 16.9% of the retained sample: 1,853 in 1° bdsico and 9,101 in 1° medio. The
replication code also records the agreement between the final DA benchmark and

the assignment inherited from the initial reconstruction as a validation check.

No applicant, school, or improvement component is selected on the basis of the
performance of SJBC+ or EADA.

Linked sibling applications The SAE permits linked applicants to request joint
treatment with siblings, something which we do not capture in the model. For
simplicity, we treat each child as an individual applicant using her own submitted
ranking and observed applicant-school priorities. The relationship file is used to
identify applicants participating in linked applications, but we do not reproduce

the joint assignment procedure.
For this reason, the exercise should be interpreted as applying the mechanisms

to the preferences, priorities, and occupied ordinary seats observed in the Chilean
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14

data, rather than as a literal reconstruction of every institutional feature of the
SAE.

Mechanisms and consent We report DA, SJBC+, EADA with full consent, and

EADA with partial consent.
For full-consent EADA, every applicant consents. For partial-consent EADA,

we randomly select exactly |0.52N | applicants within each entry cohort, with-
out replacement. The 52% calibration follows the consent treatment in Cerrone
et al. (2024). We use 50 independent consent draws for each entry cohort. The
replication code fixes the random-number seed separately for each cohort, so the

exercise is exactly reproducible.
We compute EADA using the simplified implementation of Tang and Yu (2014),

which is outcome-equivalent to Kesten’s interrupter-deletion procedure for a fixed
consent set.

Replication The replication archive contains a single MATLAB file,
replicate_chile_sae.m, available at www.josueortega.com.
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ONLINE APPENDIX 7: JBC Is NOT UPPER-MANIPULATION-PROOF

We provide here an example showing that JBC does not satisfy the stronger incen-
tive property of upper-manipulation-proofness introduced by Afacan et al. (2025).

We first recall its definition.
For a preference order -; and a school s, let Ls(=;) := {s' € S: s =; '} denote the

set of schools that student : ranks below s. A report -/ is an upper manipulation
of =, at school s if

1. Ls(>i) C Ls(>}), and

2. forevery s',s" € Ly(>;),s' =i " = & >4

2

Thus, an upper manipulation may promote s and reshuffle schools originally
ranked above s, but it preserves both the position below s and the relative order of
all schools that were originally ranked below s.

DEFINITION 8. A mechanism M is upper-manipulation-proof if, for every problem
P, every student i, and every report -, that is an upper manipulation of -; at
M;(P),

M;(P) =i M;(P"),
where P’ is the problem obtained from P by replacing -; with >-!.

The following example shows that JBC fails this property.

EXAMPLE 5 (Preferences and priorities).
il iQ i3 i4 i5 i6 ‘ S1 S2 83 S4 S5 S
S5 S5 S1 S22 Sg S1 | %1 i3 4 19 15 1ig
S1 Se¢ S4 S3 S5 Sp | i3 14 - i3 11 15
So 82 - - Sg |2 12 - - ig 12
s1 - . . g - . - g
54

Under truthful reporting,
DA(P) = (i1 — s1,192 — 54,13 — S2,14 — 53,15 — S5,16 — S6),
while JBC generates

JBC(P) = (i1 — 51,92 — 82,13 — S4,%4 — S3,15 — S5,16 — S6)-
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Thus student ig receives sg, her third choice. Her truthful preference order is

81 ™ ig S5 7 ig S6 mig S2 ™ ig S4 7ig S3-
Suppose now that ig reports

/ / !/ / !/

S5 >i6 S6 >7;6 S1 >i6 S92 >'L'6 S4 >i6 S3.

This is an upper manipulation at s¢. Indeed,
/
L86(>—i6) - {827 847 83} g L56(>—i6> - {Sla 827 847 83}7

and the relative order

89 ™ ig S4 7 ig S3

of the schools originally below sg is preserved.
The DA outcome remains unchanged under this report, but JBC now generates

JBC(P/) = (il — 81,19 — 82,13 — S4,%4 — 83,15 — S6,16 — 85).

Hence ig improves from sg to s;, her true second choice. Therefore the upper
manipulation is profitable, and JBC is not upper-manipulation-proof.
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